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Administrivia

• HW 2 (mystery DFA + NFAs) due Wednesday

• Read Chapter 7 for Monday
• Can also read 6.3-6.5, which we cover 

today…



Recall: NFAs

• Automata that can “guess” between transitions:

• ½L construction
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From NFA To DFA

• For any NFA, there is a DFA that recognizes 
the same language

• Proof is by construction: a DFA that keeps 
track of the set of states the NFA might be in

• This is called the subset construction
• First, an example starting from this NFA:



• Initially, the set of states the NFA could be in is 
just {q0}

• So our DFA will keep track of that using a start 
state labeled {q0}:



• Now suppose the set of states the NFA could 
be in is {q0}, and it reads a 0

• The set of possible states after reading the 0 is 
{q0}, so we can show that transition:



• Suppose the set of states the NFA could be in 
is {q0}, and it reads a 1

• The set of possible states after reading the 1 is 
{q0,q1}, so we need another state:



• From {q0,q1} on a 0, the next set of possible 
states is δ(q0,0) ∪ δ(q1,0) = {q0,q2}

• From {q0,q1} on a 1, the next set of possible 
states is δ(q0,1) ∪ δ(q1,1) = {q0,q1,q2}

• Adding these transitions and states, we get…





And So On

• The DFA construction continues 
• Eventually, we find that no further states are 

generated
• That's because there are only finitely many 

possible sets of states: P(Q)
• In our example, we have already found all sets 

of states reachable from {q0}…





Accepting States

• It only remains to choose the accepting states
• An NFA accepts x if its set of possible states 

after reading x includes at least one accepting 
state

• So our DFA should accept in all sets that 
contain at least one NFA accepting state





Lemma 6.3

• Suppose L is L(N) for some NFA N = (QN, Σ, δN, qN, FN)
• Construct a new DFA D = (QD, Σ, δD, qD, FD), where:

If L = L(N) for some NFA N, then L is 
a regular language.



Lemma 6.3, Proof Continued

• By construction we have, for all x ∈ Σ*,

• D simulates N’s behavior on each input x
• D accepts if and only if N accepts
• L = L(N) = L(D) 
• L is a regular language

jump can be bridged by 
routine induction



Start State Note

• In the subset construction, the start state for 
the new DFA is 

• Often this is the same as qD = {qN}, as in our 
earlier example

• But the difference is important if there are 
ε-transitions from the NFA's start state



Unreachable State Note

• The formal subset construction generates all states QD
= P(QN)

• These may not all be reachable from the DFA's start 
state

• In our earlier example, only 4 states were reachable, 
but |P(QN)| = 8

• Unreachable states don't affect L(D)
• When doing the construction by hand, it is usually 

better to include only the reachable states



Empty-Set State Note

• The empty set is a subset of every set
• So the full subset construction always 

produces a DFA state for {}
• This is reachable from the start state if there is 

some string x for which the NFA has no legal 
sequence of moves: δN*(qN,x) = {}

• For example, this NFA, with L(N) = {ε}



• P({q0}) = { {}, {q0} }
• A 2-state DFA



Trap State Provided

• The subset construction always provides a 
state for {}

• And it is always the case that

so the {} state always has transitions back to 
itself for every symbol a in the alphabet

• It is a non-accepting trap state



From DFA To NFA

• This direction is much easier
• A DFA is like a special case of an NFA, with 

exactly one transition from every state on 
every symbol

• So it is easy to show that whenever there is a 
DFA M with L(M) = L (so L is regular), there is 
an NFA N with L(N) = L

• There's just a little technicality involved in 
changing the type of the δ function



Lemma 6.4

• Let L be any regular language
• By definition there must be some DFA 

M = (Q, Σ, δ, q0, F) with L(M) = L
• Define a new NFA N = (Q, Σ, δ', q0, F), where δ'(q,a) = {δ(q,a)} for all q ∈

Q and a ∈ Σ, and δ'(q,ε) = {} for all q ∈ Q

» Now δ'*(q,x) = {δ*(q,x)}, 
for all q ∈ Q and x ∈ Σ* 

» Thus L(N) = L(M) = L

If L is any regular language, there is 
some NFA N for which L(N) = L.

jump can be bridged by 
routine induction



Theorem 6.4

• Follows immediately from the previous lemmas
• Allowing nondeterminism in finite automata can make them more 

compact and easier to construct
• But in the sense of Theorem 6.4, it neither weakens nor 

strengthens them

A language L is L(N) for some NFA N
if and only if L is a regular language.



DFA, Pro And Con
• Pro

– Faster and simpler
• Con

– There are languages for which DFA-based implementation takes 
exponentially more space than NFA-based

– Harder to extend for non-regular constructs
• Example: scanner in a compiler

– Speed is critical
– Token languages do not usually bring out the exponential-size 

pathology of DFAs



NFA, Pro And Con
• Pro

– Easier to extend for non-regular language constructs
– No exponential-space pathologies

• Con
– Slower and trickier

• Example: regular-expression programming language features 
(Perl, Python, Ruby, etc.) 

– Need to handle non-regular constructs as well as 
regular ones

– More about these when we look at regular expressions



Regular Expressions



The first time a young student sees the mathematical constant π, it 
looks like just one more school artifact: one more arbitrary symbol 
whose definition to memorize for the next test.  Later, if he or she 

persists, this perception changes.  In many branches of mathematics 
and with many practical applications, π keeps on turning up.  "There 

it is again!" says the student, thus joining the ranks of 
mathematicians for whom mathematics seems less like an artifact 

invented and more like a natural phenomenon discovered.

So it is with regular languages.  We have seen that DFAs and NFAs 
have equal definitional power.  It turns out that regular expressions 
also have exactly that same definitional power: they can be used to 

define all the regular languages, and only the regular languages.  
There it is again!



Kleene Closure of a Language

• The Kleene closure of a language L is 
L* = {x1x2 ... xn |  n ≥ 0, with all xi ∈ L}

• The set of strings that can be formed by concatenating any 
number of strings, each of which is an element of L

• Not the same as {xn |  n ≥ 0 and x ∈ L}
• In L*, each xi may be a different element of L
• For example, {ab, cd}* = {ε, ab, cd, abab, abcd, cdab, cdcd, 
ababab, ...}

• For all L, ε ∈ L*
• For all L containing at least one string other than ε, 
L* is infinite 



Regular Expressions

• A regular expression is a string r that denotes 
a language L(r) over some 
alphabet Σ

• Regular expressions make special use of the 
symbols ε, ∅, +, *, and parentheses

• We will assume that these special symbols are 
not included in Σ

• There are six kinds of regular expressions…



The Six Regular Expressions
• The six kinds of regular expressions, and the 

languages they denote, are:
– Three kinds of atomic regular expressions:

• Any symbol a ∈ Σ, with L(a) = {a}
• The special symbol ε, with L(ε) = {ε}
• The special symbol ∅, with L(∅) = {} 

– Three kinds of compound regular expressions built from 
smaller regular expressions, here called r, r1, and r2:

• (r1 + r2), with L(r1 + r2) = L(r1) ∪ L(r2)
• (r1r2), with L(r1r2) = L(r1)L(r2)
• (r)*, with L((r)*) = (L(r))*

• The parentheses may be omitted, in which case * has 
highest precedence and + has lowest



Other Uses of the Name

• These are classical regular expressions
• Many modern programs use text patterns also 

called regular expressions:
– Tools like awk, sed and grep
– Languages like Perl, Python, Ruby, and PHP
– Language libraries like those for Java and the .NET 

languages
• All slightly different from ours and each other
• More about them in a later chapter



ab

• Denotes the language {ab}
• Our formal definition permits this because

– a is an atomic regular expression denoting {a}
– b is an atomic regular expression denoting {b}
– Their concatenation (ab) is a compound
– Unnecessary parentheses can be omitted

• Thus any string x in Σ* can be used by itself as 
a regular expression, denoting {x}



ab+c

• Denotes the language {ab,c}
• We omitted parentheses from the fully 

parenthesized form ((ab)+c)
• The inner pair is unnecessary because + has 

lower precedence than concatenation
• Thus any finite language can be defined using 

a regular expression
• Just list the strings, separated by +



ba*

• Denotes the language {ban}: the set of strings 
consisting of b followed by zero or more as

• Not the same as (ba)*, which denotes {(ba)n}
• * has higher precedence than concatenation
• The Kleene star is the only way to define an 

infinite language using regular expressions



(a+b)*

• Denotes {a,b}*: the whole language of strings 
over the alphabet {a,b}

• The parentheses are necessary here, because 
* has higher precedence than +

• a+b* denotes {a} ∪ {b}*
• Reminder: not "zero or more copies…"
• That would be a*+b*, which denotes 

{a}* ∪ {b}* 



ab+ε
• Denotes the language {ab,ε}
• Occasionally, we need to use the atomic 

regular expression ε to include ε in the 
language

• But it's not needed in (a+b)*+ε, because ε is 
already part of every Kleene star



∅
• Denotes {}
• There is no other way to denote the empty set 

with regular expressions
• That's all you should ever use ∅ for
• It is not useful in compounds:

– L(r∅) = L(∅r) = {}
– L(r+∅) = L(∅+r) = L(r)
– L(∅*) = {ε}



More Examples

• (a+b)(c+d) 
– Denotes {ac, ad, bc, bd}

• (abc)* 
– Denotes {(abc)n} = {ε, abc, abcabc, …}

• a*b* 
– Denotes {anbm} = {xy | x ∈ {a}* and y ∈ {b}*}


